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We consider the abstract problem of learning in multi-agent systems in the context of sequential decision making with private information and self-interest. Variants of this model are applicable for sequential resource allocation (e.g. for WiFi bandwidth, grid resources) and economically-principled cognitive architectures. If agents participate

a single time in the mechanism then the most appropriate form of learning is in a central decision maker, that seeks to learn a model of system dynamics with which to make optimal sequential decisions. We make some preliminary observations, both negative and positive, about incentive-compatible mechanisms to solve this problem. For long-term agents the most appropriate form of learning is distributed to the agents themselves, each of whom is individually seeking to learn some relevant part of the system dynamics. We make some positive observations about mechanisms for coordination of learning agents when there is a single physical state (which becomes a variant of the multi-armed bandit problem), and identify a challenge in extending these ideas to the more general problem.

